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Synopsis

The rapid development of the Internet in the last ten yearshas had far outreaching a�ects
on every oneof us. Unfortunately, the development of acceptablesecurity modelshas fallen
behind the fast pace of implementation changes. Weaknessesin the Internet show, and
thesecracks can escalate,sometimescausingcatastrophic e�ects. Hackers usethesecracks
(known in the security world asvulnerabilities) to retrieve critical data from companiesand
governments. Legitimate accessalso occasionally becomeserroneousand garbled due to
theseproblems.

System administrators and Network Security Analysts have therefore been charged with
the tough task of securing networks and monitoring connections. A Network Scanneris
an essential tool for the Security Analyst, to give detailed information of each host on a
particular network. Network Scannersare frequently usedin the preliminary Security Audit
stageto obtain a list of hosts, with a list of servicesrunning on each. A Security Analyst
would then typically go on to checking the version of Operating System and each service
running on a given host, to determinewhether the host is vulnerable to an attack.

This project introducesa rangeof current and new Network Scanningtechniques,and pro-
vides an implementation of someof these techniques. The implemented Network Scanner
focusesprimarily on speed,aiming to reap a very high number of hosts and ports scanned
per second.To do this, the project strips away each low level layer of the TCP/IP protocol
suite, analysingeach to �nd potential short cuts and optimisations in the di�erent phasesof
scanning.
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Chapter 1

Status Rep ort

This report setsout the progressto date, and the work done on the project. It is written
with the aim that the goalsset out initially are being ful�lled and documents any changes
madeto the time-line and issuesaddressed.

We set out initially , our original aims:

1. Speed

2. Bandwidth

3. Non-invasive

4. Stateless

5. Multi-la yer

6. Portabilit y

7. Output expandability

Up to now, the main development area has been in program design and proving a good
framework to facilitate this design. Thus, we have not consideredpoints [1-4] in any great
details. These will be consideredin more depth when the more detailed sectionsof the
project are being produced.

With these goals in mind, as well as �tting in with good design principles, a modular,
plugin-type system was put forward. Three subsystemswere required: A core engine,an
input plugin module and output plugin module. The designgivesus a lot of advantages:
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� Expandability - More input or output modulescanbe createdwithout recompiling the
whole project.

� Abstraction - Each subsystemcan be devloped on separately1.

For example: Points [1-4] would only needto be addressedin the input plugin subsystem.
Equally, facilitating a 
exible output designonly involves the output plugin system.

1.1 Issues

Several issuesbecameevident in the courseof the research phase.Although thesewere not
planned for in the initial design,we can work around theseissuesand �nally createa more
appropriate and usefulsoftware system,with respect to the synopsis.A brief outline of these
issuesare discussedbelow, and expandedon in their relevant sections.

1.1.1 Recent Dev elopmen ts

Further research into the subject area indicates that there have beenan in
ux of network
scannertools in the last year or so. Nmap[9], Nessus[8] and scanrand[7] are all examples
of current packet sni�ers. To avoid duplicating any current e�orts, the initial aims were
modi�ed slightly. It is believedthat this hybrid scanner/monitorwill leadto increasedquality
of output and increased
exibilit y, while keepingthe original aims in mind. As opposedto
merelyport scanninga list of hosts,the ideahasdeveloped into moreof a "network monitor".
That is, given a list of hosts, the program will monitor each host periodically and 
ag any
changesmade to the system. Furthermore, it will be possibleto selecta speci�c host and
"zoom in" to retrievemoreusefulinformation about that host. It is believed that this general
approach would be more useful to administrators and security analysts alike, and will give
more overall worth to the program.

1.1.2 Portabilit y

One of the original aims wasportabilit y to many platforms. It hasbeennoted that initially ,
the project will only be portable to POSIX-compatible systemse.g. Linux (and some*BSD
systems). At present, this rules out the possibility of an easy Windows port. However,
GTK+[1] was chosenas a GUI toolkit, and as this toolkit has a windows port it is very
possiblethat a Windows versioncan be createdin the future without any major problems.

1Although creating the initial subsystemsneedsto be done together
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1.1.3 Data Structures

Due to the open plugin architecture, the designof the data structures poseda signi�cant
problem. Not only on the abstract comprehensionof the structures, but the implementation
of the plugin data structuresareproving tricky, with respect to encapsulatingthe data whilst
ensuring
exibilit y. This will be studied in more depth in chapter 3.

1.2 Curren t progress

We have focusedso far on the following issues:

� Learning the low-level libraries that are going to be used.

� Learning GTK+ (for the GUI)

� Creating a working GUI.

� Creating the peripheral systemsneededto support the project.

� Creating the initial structure designfor the plugin systemand main engine.

� Started a simple output plugin.

1.3 Revised Pro ject Time-line

As much of the time spent up to now has beenon the background learning of the libraries
usedand creatinga framework for development, someof the original planshave beenpushed
back. It is thought though, that due to the good designpractises,the actual development
will acceleratethus compensatingfor someof the lossof time.

A revisedgantt chart is supplied overleaf.
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Chapter 2

Research

A substantial part of the project has beenput into researching libraries, GUI systemsand
peripheralsystems.This sectiongivesmoreinformation on the libraries that wereconsidered.

2.1 Net work Libraries

Investigation into low level libraries that would be suitable to work with Linux and C gave
numerouslibraries that were necessary, and a few that are potentially useful.

We bear in mind that the purposeof the network subsystemof the project must be able to
perform the following operations:

1. Sendcrafted packets to an Ethernet adaptor.

2. Be able to "pick up" packets coming into an Ethernet adaptor.

3. Distinguish betweenuseful packets and "noise".

4. Be able to perform deeper analysisof a host. e.g. operating systemdetection.

The network libraries discussedbelow were selectedto encapsulateall thesenecessities.

2.1.1 Libnet

The Libnet[11] library provides a higher level abstraction for low-level packet injection rou-
tines. Instead of writing to one speci�c operating system(and having to learn the idiosyn-
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crasiesof that operating system),we can usefunctions in this library that then map to the
correct routines on the operating systemit is run on. We thereforeretain operating system
compatibilit y, whilst keepingthe 
exibilit y of writing packets.

Ignoring the library initialisation, setup and error checking for brevity, we can build an
exampleARP packet just by using:

// Source and destination Ethernet (MAC) address.
u_long src_ip;
u_char u_dest[6] = {0x00, 0x00, 0x00, 0x00, 0x00, 0x00};
u_char u_dest[6] = {0x00, 0x00, 0x00, 0x00, 0x00, 0x00};
libnet_t h_libnet; // Handle to an initialised libnet.

// Get our MACaddress.
src_ip = libnet_get_ipaddr4(h_li bnet);

// Build an ARPpacket.
libnet_build_arp(ARPHRD_ETHER, ETHERTYPE_IP,6, 4,

ARPOP_REPLY,/* Build an ARPrequest packet */
u_src, src_ip, u_dst, src_ip,
NULL, 0, h_libnet, 0);

// Encapsulate it into an ethernet datagram.
libnet_autobuild_ethernet (u_dest , ETHERTYPE_ARP,h_libnet);

// Write to ethernet card.
libnet_write(h_libnet);

2.1.2 Libp cap

The Libpcap[11]library, aswith the Libnet library, providesuswith a higher level abstraction
and an easierframework for packet retrieval. A potential issuewith both theselibraries is
that, as they are such low level and manipulate directly into the operating system'skernel,
we will needroot privilegesto accessfull functionality.

Libpcap is reasonablycoherent library to use. The steps of registering a �lter and then
retrieving data are logical, yet quite involved. A pseudo-code exampleof capturing packets
would be:

/*
* Openthe device, with timer resolution and
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* amount of packets to retrieve as variables.
*/

pcap_open_live(...);

/*
* Create our filter and apply it. Someof the
* packets will be irrelevant, so we drop them to be efficient.
*/

pcap_lookupnet(...);
pcap_compile(...);
pcap_setfilter(...);

/*
* Wenow would now drop into a loop of somesort, to
* retrieve the packets. In our application, it will be more
* appropriate to use a timer supplied by the Glib libraries.
*/

do {
packet = pcap_next(...); // Get the next packet.
/*
* Here, we would process the packet to retrieve
* somerelevant data.
*/

process_packet(packet);
} while (!loop);

2.1.3 Libsf

Initially , it wasassumedthat the detection of host operating systemwould be written man-
ually as an external plugin. However, it has transcribed that there is an external library
- namely, libsf - that doesexactly what we need. Utilising this library will cut down time
spent on re-creatingcodefor a plugin, thusallowing meto spendmoretime on morepressing
issues,and so would be foolish not to do so.

To reiterate, it is possibleto detect the operating systemof a given host by sendingspecially
crafted packetsand by checking for certain propertiesof thesepackets. Libsf usessomeof the
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techniquesdiscussedin Fyodor's article on remote OS detection[6], including the following
techniques[10]

� Starting initiation to an open port.

� Trying to reseton a closedport.

� Going through the secondphaseof connectionbeforethe �rst phase.(Sendingan ACK
after a SYN).

� Sendingboguspackets to an open or closedport. e.g. sendinga NULL packet (i.e. a
packet with no set 
ags) to Open or ClosedPorts.

� Other techniquessuch aspassive scanning,checking if certain packet optionshave been
set.

The main thing to note with the above methods, is that since the TCP/IP stack imple-
mentation of operating systemsare subtly di�erent, we can pick up on thesedi�erences and
detect which Operating systemis beingused. This canbedoneby ruling out each possibility
basedupon the data. Due to human nature1, speci�cations are interpreted slightly di�erent.
Optimisations can also lead to ignoring proper standards. The accuracyof the results are
quite surprising, given the small set of methods used.

The type, target and scanports are de�ned in the initialisation of the library, and so the
code to perform OS detection is simplicity in itself:

libsf_t *scan_info;
libsf_active_id(scan_info );

2.1.4 Op enSSL

It is possiblethat we will usethe OpenSSL[5]libraries to enableadvancedservicedetection
over secureTCP ports. This is left as extendedfunctionality, but initial research leadsthe
author to believe the implementation to be trivial, in regardto implementing securedsockets.

2.1.5 Lib event

Libevent[2] will not be initially used, but will be left as extended functionality. As the
websitenotes,

1Or more appropriately, human error
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"Libevent is meant to replace the event loop found in event driven network servers. An
application just needs to call event dispatch() and then add or removeeventsdynamically
without having to changethe event loop."

E�ectiv ely what this library does is allow software dealing with many network connections
to "scale up", with only O(1) time with respect to the number of �le descriptors(network
sockets).

2.2 User In terface

There are a number of user interface toolkits available for *NIX systems,including:

� GTK+ - The toolkit usedby Gnome.

� Qt - KDE's interface toolkit.

� Tk - A very portable toolkit, if a bit ugly!

� CURSES- Character cell user interface.

� And of course,a simple commandline.

As the author usesLinux/Gnome and is familiar with the environment, GTK+ waschosen,
there wasn't really much of a decisionto make. Bias is primarily the deciding factor with
toolkits, it is believed - C programmerstend to like GTK+, whilst C++ programmerstend
to go for Qt. Although, for portabilit y reasonsTk would probably be a better option, it
looksa bit painful to implement with C and is probably more suited to a scripting language
(TCL would be the languageof choice).

2.3 Programming Language

The possibility of converting the existing code to C++ wasraised. It wasthought that using
C++ would help with the parallelismof the scanning.With further research, it wasreasoned
that using C++ would not be of any huge advantage as processescould be usedinstead of
threads, thus encapsulatingthe necessarydata regardless. It is also entirely possiblethat
the overheadof using classes(and the constructing/destruction) could be detrimental for
performance. Additionally , the developer is not comfortable in using C++, as it has not
beenlearnt to the extent neededfor the project. In the future, a migration path could be
put into place,transforming all of the existing code baseinto C++.
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Chapter 3

The Program

3.1 Overview

As mentioned earlier, the majorit y of the progresssofar hasgoneinto the research of libraries
and the learning of GTK+ as well as becomingfamiliar with the linux build system. That
said, someprogresshasbeenmadein the actual program.

We have createda module diagram (shown below), to aid visualisation of how each module
should and will interact. The diagram shows the enginemodule at the coreof the program,
and is in control all of the other modules. This simple architecture enablesus to create
each module in isolation of each other and thus minimisesbugs. Having a technically sound
designplan alsoensureswe don't have big problemsextending the program in the future.

Output Module

Engine Module

Input Module

GUI Plugin

GUI

Plugin 1 Plugin 2 Text file

HTML
renderer

SQL front-end

scan_hosts()
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The project hasbeensplit up into eight manageablechunks. At present, phase1 is complete
and phase2 and 3 are approximately 75%complete. Thesemain phasesof production are:

1. Designthe GUI.

2. Create the enginemodule.

3. Create the initial input module (with passive host scanning).

4. Transform the enginemodule into a di�erential engine(i.e. will detect for changesin
host after every scan).

5. Core Testing.

6. Create the output module and de-couplethe GUI into an output plugin.

7. Implement sequential and parallel port scanningasan input plugin.

8. Implement extendedfunctionality.

With our sub-tasks,we can keepa bearing on the overall progresswhilst chunking in1 on
our individual tasks.

We have implemented the �rst three tasks out of eight, and task four has been partially
implemented. This givesus a good bearing on the tasks completedso far and thus overall
progress.The last three tasks are expected to take the most time to complete.

An in-depth discussionabout the three main modulesnow follows.

3.2 The GUI

Up to now, the User Interface has beencrucial to the workings of the program. It is called
directly at the start of the program, and instructs the scanningengineto scanthe speci�ed
hosts. It is alsocurrently the only mechanism for data presentation. However, this is only a
temporary phaseand will eventually be "de-coupled" into an optional module. Eventually,
the program will be able to work standalone,without the hard-coded GUI. The reasonfor
this designdecisionwasa logical one: We �rst get the engineworking with hard-coded input
and output modules. We can then test the enginesu�cien tly. Finally, we can extend the
input module and output module to make a truly pluggablearchitecture.

1The "chunking principle" is usedby psychologist to de�ne the amount of tasks the human brain can man-
ageat any one time. That is, 7 +/- 2. To "chunk in", would be to look more closelyon a speci�c task, which
could, in turn have sub-chunks etc. More information at http://www.c hambers.com.au/glossary/chunk.htm
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As seenabove, the �rst tab "Scan" will set all the relevant options. Initially , the only
parameterusedis the host list. Pressingthe scanbutton activatesthe passive host scanning
method and dumps the list to the secondtab "Monitor".

The monitor tab will show the host list as a tree. An example diagram is shown below
(NOTE: Someoutput is only there asa placeholderand is thereforemore of a "mock-up").
Clicking on each host will then retrieve further information if it is deemedsuspiciousor for
auditing purposes.
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The third tab will then beusedto selectfurther output formats - e.g. HTML outputting. No
development has taken placein this area,so the GUI for this tab is currently non-existent.

3.3 The Engine module

The enginemodule is analogousto a manager. It is the central part of the program and
controls all the other modules. There are three main functions at present.

� init libs() - Initialised all low-level libraries, such as libnet and libpcap.
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� destroy libs() - Destroys the low-level libraries safely.

� scanhosts() - Scansthe hostsspeci�ed as a parameter.

scanhosts() essentially setsup the packet capturing mechanismand then forks a child to do
the host scanning.Currently, there are issueswith getting the child processcommunicating
back to the enginemechanism, but this is expected to be resolved in the near future. A
simpli�ed form of the child loop code is shown below. The reasonfor the forked child is
that pcap next() is a blocking function, and thereforehalts executionuntil the next packet
comesin. Clearly, without forking, our GUI is just going to halt inde�nitely - which is
unacceptable.

do {
/* Get next packet. */
packet = (u_char *)pcap_next(d_pcap, &header_stats);
/* Parse the packet into its component forms. */

/* Notify engine that we have new information. */
new_host_information(ip_add res s, MAC_address);

} while (loop);

new host information() is the interface to the internal data structure storing the host list.
After phase4 hasbeencompleted,it will beableto decidewhetherto submit a newdiscovered
host to the output module, to remove an old host, or to 
ag that a host has changed.
Currently, it doesnot do any comparisonand assumeseach host is a new host.

In phase7 and 8, new functions will be added: port scanhost() and misc info scan(). Both
of theseare interfacesto the port scanmodule, but the secondfunction will be usedfor extra
scanningfunctionality such as operating systemdetection, NetBIOS namelookup and NIS
nameresolving.

3.4 The Input module

The input module is being worked on currently. An ARP-request module and an ICMP
ECHO (ping) module are being created, in closeworking with the core input plugin mech-
anism. Thesetwo protocols are reasonablysimple to implement and modify, so should aid
creating the plugin mechanism.

The input module will, when fully implemented, have the following functions de�ned:
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� retrieve host scantypes() - To return the possibletypesof host scan.

� retrieve port scantypes() - To return the possibletypesof port scan.

� retrieve extra scantypes() - To return all the extra scanmodulesthat can be used.

� get scanfunction() - This will be explainedin more depth below.

Each of thesewill return a linked list of structures de�ned as followed:

enumrating {R_SLOW,R_MEDIUM,R_FAST,R_VERY_FAST};

typedef struct s_scan_type_info {
int key; /* Unique index. */
char *name; /* Display name. */
char *description;
rating speed;
rating accuracy;
rating bandwidth;

s_scan_type_info *next;
} s_scan_type_info;

Note: rating is left open to change.

get scanfunction(int key) will be usedto retrieve a pointer to the scanfunction speci�ed by
the key. The input module then acts as bridge betweenthe engineand the actual selected
input plugin. In the engine,we have code not unlike the following C code:

void (*scan_function)(char *ip_address);
array_of_scan_types = retrieve_host_scan_types( );
/* Select scan type here. This would probably be split
* up to enable the GUI to specify which plugins
* are to be used.
*/

scan_function = get_scan_function(select ed_scan_typ e);
/* Call scan function. */
(*scan_function)(current_ host , output_callback);

In the above code, output callback will be a function in the enginemodule as a channel
for new data to be processed.It is believed that the input plugin module will be tricky to
implement, and thereforemore time may have to be spent on it.
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There are a few other issuesthat needto be addressed.For libpcap and libnet to work, they
needto be run as root. Clearly, running the whole program for a duration is a big security
risk, soideally we want to be able to restrict root accessto only the input module. How this
is to be implemented is still a topic of discussionat present. Additionally , throwing around
function pointers is not the cleanestway to code. Alternativ e methods will be researched in
the near future.

3.5 The Output module

The output module has been left for the time being. It is envisioned that exporting to
a variety of output formats will be possible. We have in mind a HTML output renderer,
an SQL front-end and an email system(where any changeswould be emailedto a speci�ed
recipient). In the future, it will bepossibleto createa deepanalysismodule. Exotic ideaslike
tracking host uptimes to determinewhich hostsare always up-and-down thus needreplacing
are not hard to think up. Whether these ideas can be implemented are dictated on the
speedof progressof the �rst 7 phases,although they would be exciting and useful thing to
implement.

For the time being however, the output module and the hard-coded GUI output have not
beenseparated.This is to aid speedydevelopment of phases1-5. Upon completion of these
phases,the GUI will be de-coupledfrom the program, the �nal output plugin codedand the
GUI re-coded into an output plugin.

With our plugin mechanismin place,creatinga newoutput plugin will besimple,asthey will
havea function namedrender(), with a parameterstoring the host list and all its information.

3.6 Sequential and Parallel scanning

Sequential and parallel scanningwill be implemented in phase7. This is in regardsto port
scanningandhost scanning. It would bedesirablefor all the hoststo bechecked (in parallel),
and then return whenthey arefound rather than waiting on host1 to reply and then scanning
host 2. To do this, multiple processesor multiple threadsmust be encorporated - a learning
task in itself! Port scanningwill be implemented �rst assequential, and then expandedwith
either processesor threads to parallel scanning. Complexity ariseswhen we realise that -
unlessan easierway is devised- we will have to have child processescreating more child
processes.This will also lead to large overheadscreating potentially copious amounts of
threads. Consider that for each host we may want to scanup to all 65535ports, and we
could easily have 100 hosts being monitored on a network. Creating 6553500processesin
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parallel is insane,and clearly not an option!

However, there is another way; Statelessport scanning. By encapsulatinginformation into
the actual packets we sendout, we canforget about them until reply packets comeback. We
then only needtwo threads or processes- onesendingprocessand onerecievingprocess.A
lot faster, and much lessresourceswill be taken up. This is technically challengingto create
however, so the majorit y of the last task will be dedicatedto implementing this.
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Chapter 4

Peripheral Systems

All good programs and software projects are expected to have a good, integrated set of
peripheral systemsto facilitate good designpractise, a testing environment and for version
control to track down the inevitable bugs.

Additionally , if the software is intended to be used by peopleon a wide scale,then there
needsto be a good build system in place to enableend usersto compile and executethe
software.

We then have the issueof documentation - Userdocumentation, to instruct how the program
is to be usedand developer's API 1 documentation to allow other developers to extend the
application.

4.1 Build System

A classicautoconf/automake[3] system was decided upon quickly. It was clear that this
would be the only way forward, as it is De facto build standard for *NIX systems. The
majorit y of *NIX userswill already be familiar with the usual way of compiling:

./configure
make
su -c "make install"

Although the initial set up is a little tricky, and requiresa sizableamount of background
readingto get familiar with the system,it is very easyto maintain a project with it. Adding

1Application Programming Interface
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�les, packaging and distribution are all madeeasywith automake. It alsoallows us to build
in a "correctnesssuite", so we can test our subsystemson making the project.

4.2 Version Con trol

As noted earlier, all good software projects have someform of project management and
versioncontrol. This allows the inevitable bugs that creepin to be easily detected,and for
the whole project to be rolled back to an earlier version if a bad designdecisionwas made.

Regressions2 can alsobe found very easilyby using binary tree search3 until its found - and
thereforea solution found relatively quickly. Although not relevant to the project at present,
if additional developers were to join the project, it would be easyto enablethem to do so -
patches,peer review etc.

Version control can also enableus to do extravagant things such as project splits and re-
merges.e.g. If there is a project sub-taskthat will involve a lot of work, we can fork o� the
project and develop the sub-taskindependently of the main project. This ensuresthat bugs
in the main tree are kept to a minimum, and more frequent releasescan be produced.

CVS[13]and Subversion[12] wereboth researched into, and a decisionis yet to bemadeupon
which systemis to be used,though versioncontrol will be utilised imminently. The idea of
using Bugzilla[4], in conjunction with versioncontrol was brought up. Although technically
useful, the project is still in its infancy and we can tackle this issueoncethe project starts
maturing.

4.3 User Do cumen tation

Initially , it was assumedthat TEXwas to be used to generatethe all documentation into
PDF format. PDF format is quite popular and gives a professionallook. With the start
of the project, it becameclear that an integrated help systemwould be more appropriate,
maybe coupledwith a man pageor TEXdocumentation as auxiliary documentation.

Our target audienceis assumedto be technically pro�cient and at least has a generalidea
of networks e.g. Administrators and Network Technicians, so we only need to cover the

2A regressionis where a recent patch to a project breaks functionalit y. It may be that this bug goes
unnoticed for sometime, and so are historically hard to track down

3That is, revert to the last known "working" version,and then take the time betweenthe current and last
working version and check that. Depending on whether that works, we check the mid-point versionsclosest
to the current version or the last working version
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workings of the program and not the underlying theory of what is actually beingperformed.

4.4 Dev elop er (API) Do cumen tation

The API used is intended to be a simple one. With the extendibles goal in mind, once
the core section of the project has been completed, the developers documentation will be
�nalised. It will include the processof creatinga plugin, an API listing and a simpleexample
of how to do it. As the core section is still under development, this will not be complete
until after the software is complete. There are, however, a few API routines that are known
to be included, although their de�nitions may (and probably will) in further versions.These
are:

char *info() Usedto retrieve information about a plugin.
plugin type query() Usedto check the plugin type.
int load() Usedto initialise a plugin.
int unload() Usedto closea plugin.
scan(), output() Will be usedto perform various operations.

Doxygen is being investigatedinto, although it is doubtful that it will be usedto any large
extent due to the necessity of learning another system,wheretime would be better spent on
actual coding.

4.5 Future Dev elopmen t

The createdframework enablesextensionof the project to be donewith ease.As mentioned
earlier, splits/mergesof CVS can take place,plugins can be addedto enhancefunctionality
and packaging can be createdwith relative ease.e.g. a RPM installer package.
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